
Introduction to ML for 

mathematicians

Reading group: Interpretability of Machine Learning Models 

9 Oct 2025



What are AI, ML and DL?

• AI: use programmed rules/logic to perform human-like tasks

• ML: learn from training data without explicit rules

• DL: learn by extracting patterns from raw data
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DL examples

• Neuro-Linguistic Programming

• Speech-to-text

• Image classification

• Image captioning

• GenAI (text, image, etc.)



What is a Neural Network?

• Single layer network
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Example

Task: Weather forecast

Atmosphere pressure

Current humidity

Wind speed

The temperature change over the next 

hour

The probability of rain/snow



What is a Neural Network?

• Single layer network

• Input vector 𝑥 = 𝑥1, … , 𝑥ௗ ்
• Output vector ݕ = ,1ݕ … , ௄ݕ ்
• Weight matrix ܹ = ௞௜ݓ
• Bias ܾ௞: the bias for output ݇
• ௞ݕ = σ௜=1ௗ ௞௜𝑥௜ݓ + ܾ௞
• ݕ = ܹ𝑥 + ܾ (linear regression)

• Forward pass (make a prediction)
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Training dataset

• A network is initialized with random weights and requires training 

to update the weights

• Training requires data

• Training set: data used for training the network

• Validation set: guide model tuning and adjust hyperparameters 

(e.g. after each training epoch)

• Test set: evaluation of the model performance (e.g. after each 

training epoch)



Loss function

• A.k.a. error function, objective function

• Measure how far an output vector ݕ௜  is from its ground truth ݐ௜
• E.g. Mean square error

• Error per example: ܧ௡ = 12 ௡ݕ − ௡ݐ 2 = 12 σ௞=1௄ ௞௡ݕ − ௞௡ݐ 2
• Total error averaged over the training set:

• ܧ = 1ே σ௡=1ே ௡ܧ = 1ே σ௡=1ே (12 ௡ݕ − ௡ݐ 2)
• Training process: set ܹ and ܾ to minimise ܧ given the training set

• ܹ∗, ܾ∗ = ௐ,௕݊݅݉݃ݎܽ 1ே σ௡=1ே (12 ௡ݕ − ௡ݐ 2)
,ܹ)ܧ ܾ)



(Digress) Topological loss function

• Task: dimension reduction

• Loss function: Difference on PH0 between 
original and projection space

• Figure: projection of one big sphere 
containing smaller spheres inside

• Topological loss function
• Topological Autoencoder

• Multi-parameter persistent loss function
• Differentiability and Optimization of 

Multiparameter Persistent Homology

Ref: topological autoencoder



How to update the network weights?

• Weight space: each possible weight matrix corresponds to a 

point in this space

• ܧ ܹ  is the value of the error at a specific point in the weight 

space (given the training data)

• Loss landscape: weight space * height

• Height is the error E(W)

• The goal of gradient descent: find a local minimum



How to update the network weights?

• Weight space: each possible weight matrix corresponds to a 

point in this space

• ܧ ܹ  is the value of the error at a specific point in the weight 

space (given the training data)

• Gradient of ܧ(ܹ) given ܹ is ∇ௐܧ
• Gradient Descent Training 

• Adjust the weight matrix ܹ by moving a small direction down

the gradient, which is the direction along which ܧ decreases

most rapidly

• Update each ݓ௞௜  by adding −ߟ ⋅ ௞௜ݓ߲/ܧ߲
• learning rate :ߟ



In details… (Backpropagation)

• Error functions:

• ௡ܧ = 12 σ௞=1௄ ௞௡ݕ − ௞௡ݐ 2, where ݕ௞௡ = σ௡=1ௗ ௞௡𝑥௡ݓ + ܾ௞
• Gradient Descent:

• డா೙డ௪ೝೞ = డா೙డ௬ೝ ⋅ డ௬ೝడ௪ೝೞ = ௥௡ݕ − ௥௡ݐ ⋅ 𝑥௦௡
        error grad       output error     input

• డாడ௪ೝೞ = 1ே σ௡=1ே డா೙డ௪ೝೞ = 1ே σ௡=1ே ௥௡ݕ − ௥௡ݐ ⋅ 𝑥௦௡
• Weight update:

• ௥௦ݓ ← ௥௦ݓ − ߟ ⋅ 1ே σ௡=1ே ௥௡ݕ − ௥௡ݐ 𝑥௦௡



Problem of Gradient Descent

• The algorithm sums the gradients over the entire training set 

before an update

• The model requires many updates to fit the dataset well

• => very slow for large training dataset



Stochastic Gradient Descent (SGD)

• The complete gradient ߲ݓ߲/ܧ௞௜  (obtained by averaging over the entire 

training dataset) is approximated by the gradient for a point ߲E௡/߲ݓ௞௜
• Weights are updated after each training example

• Inaccuracies in the gradient estimates are washed away by many 
approximations

• Shuffle the training data, to prevent multiple similar data points (with 
similar gradient approximation inaccuracies) appearing in succession

• SGD with a minibatch 



Problem of single layer network

• ݕ = ܹ𝑥 + ܾ (linear regression)
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Problem of a single layer network

• Examples:

• Classify the datapoints into 3 classes

• i.e. How many hyperplanes do we need to separate three 

categories?



Problem of a single layer network

• Examples:

• Classify the datapoints into 3 classes

• i.e. How many hyperplanes do we need to separate three 

categories?

• Single layer networks are limited to linear

classification boundaries



Multi-layer network

• 2-layer network

• “Increases the number of hyperplanes”

Ref: A survey: Time travel in deep learning 

space: An introduction to deep learning 

models and how deep learning models 

evolved from the initial ideas



Multi-layer network

• 3-layer network

Ref: Deep neural networks in the cloud: 

Review, applications, challenges and research directions



Problem of linear layers

• The classification boundaries are restricted to linear

• => Activation functions

• Introduce non-linearity between layers



Activation function: Sigmoid

• Step function (binary classification)

• ݂ ݖ = ቊ1 ݂݅ ݖ ≥ ݖ ݂݅ 0.50 < 0.5
• Problem: not differentiable

• Logistic sigmoid function

• ݂ ݖ = 11+exp −௭
• Compress unbounded inputs to (0,1), saturating high magnitude to 1

• Interpretable as the probability of a feature defined by their weight vector

• Interpretable as the (normalized) firing rate of a neuron



Problem of Sigmoid

• Compress unbounded inputs to (0,1), saturating high magnitude 

to 1

• Saturation causes gradients to approach 0

• => Small gradients result in small parameter changes, so learning 

becomes slow

• Outputs are not centred at 0

• The output of a sigmoid layer will have mean> 0

• Positive mean value of the next layer input, affecting the network 

convergence.



Rectified Linear Unit – ReLU

• Relu(x) = max(0, x)

• Similar approximation results to a sigmoid layer

•  empirical results for speech and vision show consistent improvements (over 
sigmoid)

• No positive saturation => prevent small gradient

• Computationally efficient

But…
• ReLU layer can “die” (return 0 to everything)
• Sensitive to learning rate

=> Variants of ReLU: Leaky ReLU, parametric ReLU



Activation function: softmax

• Turns output into probabilities (multiple classes)

• Softmax

• Multi-class version of sigmoid

• Sigmoid models a Bernoulli distribution

• Softmax models a multinoulli (categorial) distribution

• ௞ݕ = exp ௭ೖσೕ=1಼ exp ௭ೕ
• Output∈ [0,1] (normalized)

• Interpretable: The output ݕ௞௡ is an estimate of ܲ(ܥ௞|𝑥௡)



Relation between the input features
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• In a simple network layer, each feature 

is treated as an independent coordinate

• Problem: miss the relationship between 

features

• E.g. in images, nearby pixels are related

• In graph, every node has a different 

number of neighbors 



Convolutional neural network

• Images data

• Apply a local filters over the grid

• CNN: preserve the spatial arrangement of pixels

• For a 2-D image input 𝑥 ݅, ݆  and a filter/kernal ݓ(ܽ, ܾ), the 

convolutional layer output at (݅, ݆) is: 

• ݕ ݅, ݆ = σ௔=−௞௞ σ௕=−௞௞ ݓ ܽ, ܾ 𝑥 ݅ + ܽ, ݆ + ܾ + ݏܾܽ݅



Graph Neural Network

• Each node has different number of neighbors and connections are 

not arranged in a regular grid

• GNN: preserve the connectivity structure of the graph

• A GNN processes a graph by letting each node update its 

representation using information from its neighbors:

• ℎ௩(௞+1) = ݁ݐܽ݀݌ݑ ℎ௩௞ , ݁ݐܽ݃݁ݎ݃݃ܽ ℎ௨௞ : ݑ ∈ ܰ ݒ
• Each node gathers messages from its neighbors and updates its own 

state accordingly



Generalization and overfitting

• Generalization: the ability of a model to perform well on unseen 
data (not just the training data)
• Intrinsic Dimension, Persistent Homology and Generalization in Neural 

Networks

• Metric Space Magnitude and Generalisation in Neural Networks

• Overfit: the model learns the training data too well and fail to 
generalize
• Too many epochs

• Too many layers

• …

https://arxiv.org/abs/2111.13171
https://arxiv.org/abs/2111.13171
https://arxiv.org/abs/2111.13171
https://proceedings.mlr.press/v221/andreeva23a.html
https://proceedings.mlr.press/v221/andreeva23a.html
https://proceedings.mlr.press/v221/andreeva23a.html
https://proceedings.mlr.press/v221/andreeva23a.html


Universal Approximation Theorem

• A neural network with a certain structure can, in principle, 

approximate any continuous function to any desired degree of 

accuracy.

• i.e. a sufficiently large or deep network can model the complex, 

non-linear relationships often found in real-world data



Internal representation

• The vector at one of the hidden layer

• The vector represents the intermediate work 
of the model

• E.g. in a classification task, is the model 
separating different classes data?

• (Digress): Collect the internal representations 
of a set of input data

• By manifold hypothesis, these representations 
concentrates on a low-dimensional manifold

• One can use geometric and topological data 
analysis to identify features of the underlying 
manifold. These features interpret the 
behavior of the model.

Ref: A survey: Time travel in deep learning 

space: An introduction to deep learning 

models and how deep learning models 

evolved from the initial ideas



Importance of interpretability

• Explain how the model produces an output

• E.g. GenAI

• Trust: why did the model generate this text?

• Safety: Can we detect harmful or biased output?

• Debugging: what went wrong in generation?



Challenges on Interpretability

Ref: Michael Nielsen, Neural Networks and Deep Learning

• First, a neural network is typically very large

• Representations are entangled and nonlinear

• High-dimensional spaces are hard to visualize



Q&A
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