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Abstract

The primary purpose of this note is to introduce in the world of large language models through

a somewhat mathematical perspective. The note assumes familiarity with the basics, specifically

linear algebra and the notion of feed-forward neural networks, back propagation and gradient

descent.
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I. FOUNDATIONS & MOTIVATION

A. Recap

Last time, we saw:

• Feed forward neural networks.

• How they train → back-propagation, loss functions, and gradient descent.

• General discussions on over-fitting/generalizability

Specifically; we want to model a function f : X → y where X is some collection of n

features representing data X = {x1, ..., xn} and y is the corresponding labelling. To learn

the function, a machine learning model makes an initial guess, such that f : X → y′, where

the function is a collection of weight matrices and biases. For a n layer neural network:

f(x) = σ(W (n)...(σ(W (2)(σ(W (1)(x) + b(1))) + b(2))...) + b(n)

where σ is our activation function allowing for non-linearity. The guessed output, y′ can

be appropriately compared to the true value y using an appropriate loss function L, for
simplicity we can consider the mean squared error of an entire training epoch (one sweep of

the data in the training split.)

LMSE =
1

p

p
∑

i=1

(yi − y′i)
2

Back-propagation is then the process of taking derivatives (of f) w.r.t the loss function L,
to find the gradient of steepest ascent/descent from which we can determine how we might

want to update the weights W to reduce L. For a single layer;

∂L
∂W

=
(∂L
∂y′

⊙ (σ(W (1)(x) + b(1)))
)

xT

however, this ‘loss landscape’ can be incredibly noisy and so taking cautious steps (updating

slowly using a learning rate) helps us find true minima. This is the general building block

of (most) machine learning models, however, it clearly has some limitations.

Example: Suppose you want to sell out of academia and work for a bank. You attended

the interpretable ML reading group so you know that you can build an ML model to learn
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a function f : X → y. Clearly, the stock market is just a function with a bunch of features;

so you collect as much data as you can, X, and you mash it together to learn the price of

a stock tomorrow, y. Unfortunately, you only attended the first talk of the interpretable

ML group so you can only build feed-forward neural networks, which you use on your data.

Inevitably, you lose all of the banks money.

This is because FFNNs don’t learn the structure of your data. Specifically (in the example

of stock trading), there is correlation between the price of a stock yesterday and the price

today [1], but the FFNN is built on the assumption that each feature is independent, there’s

no memory of the previous feature when computing the weights on the next feature.

B. Recurrent Neural Networks

Recurrent neural network models were developed to mitigate similar issues to the exam-

ple above, specifically this worked by introducing recurrent message passing. Revising the

concepts of a FFNN, an RNN works by having passing a hidden state ht between neuron

wt → wt+1. Diagramatically;

FIG. 1. RNN structure from [2]

Really, all this is doing is:

ht = σ(Whht−1 +Wxxt + bt)

And by doing so, we’ve introduced a way for a ML network to understand sequential data.

C. Long range dependency

The issue with RNNs is that signals in data separated by a large distance become diluted,

as there is no internal memory. LSTMs solve this by introducing a memory cell, a collection
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of internal neural networks. This increases the range of dependencies by which LSTMs can

understand, however they’re still built with sequential message passing, and as the length

of required context increases, their predictive capability begins to break down.

FIG. 2. LSTM from [2]

This is a big issue, specifically if you’d like to have predictive text that could generate a

story with a fixed cast or trading bots that don’t forget about black Friday. Transformers

and attention networks answer the question, “can we learn what to pay attention to.”

II. BUILDING BLOCKS OF TRANSFORMERS

A. Tokenization and Embeddings

In a similar spirit to how we turned concepts such as cats and dogs into labels of 1’s and

0’s, the process of tokenization is to introduce a dictionary between our vocabulary and a

sequence of numbers that can be processed by a computer, known as tokens. Tokens can

be thought of as the unit upon which LLMs are built. An obvious way to construct this

dictionary between character and integer would be to simply assign {A → 0, B → 1, ..., a →
26, ...}. Additionally, we have special characters that will be tokenized in this way, such as

a space or period. The problem with this näıve way of tokenization is that we have minimal

context per token. An ellipsis, for example, would be given by three periods; however, in

the entire corpus of text on the internet it appears enough such that we may want it to have

its own token as it captures a particular linguistic context.

We want to balance our tokenization between being small enough to represent an entire

4



corpus of text (a token for each word would be incredibly inefficient) whilst having dense

amounts of context in each token (a token for each letter carries no information), this trade

off is particularly beneficial in training LLMs with finite amount of compute.

Byte Pair Encoding: The tokenization process used in LLMs today varies by LLM,

however, generally these processes are usually rooted in the byte pair encoding algorithm.

Effectively, this is a compression algorithm for strings of text; take for example the following

string of text:

‘token tokenizer tokenized tokenizing’.

If we were to näıvely tokenize this, we’d have a tokenized representation of the string of the

form:

‘20,15,11,5,14,53,20,15,11,5,14,19,26,5,18,53,20,15,11,5,14,19,26,5,4,53,20,15,11,5,14,19,26,19,14,17’

Clearly this is very inefficient, we’ve represented the string with 4 words as a collection of

36 tokens. Byte pair encoding solves this problem of inefficiency by realizing the multiple

occurrences of certain pairs, without going into details, the algorithm is as follows;

1. Find pairs and their relative occurence

2. Replace most common pair by a byte not used in the string

3. Repeat until no pairs

So, for example, in our string the pair ‘to’ appears 4 times, so we replace it with a ‘Z’

‘Zken Zkenizer Zkenized Zkenizing’. Continuing this process, we would end up with a string

of the form

‘ZYn ZYnizer ZYnized ZYnizing’ → ‘Xn Xnizer Xnized Xnizing’ → ‘Xn XWzer XWzed

XWzing’ → ‘XnVzerVzedVzing’ → ...

Doing this we have effectively expressed the string using a minimal number of tokens. Some

interesting nuances at this point become apparent, notably it becomes clear that LLMs

might have some struggle spelling words out.

Up to this point we have essentially described an efficient labelling process. Like in the

case of image detection, where we changed our notion of cats and dogs to 0’s and 1’s, we’ve

altered our vocabulary to be both machine readable and information dense.

You can now ask yourself ‘What do the concepts cat and dog even mean?’ We know that

conceptually, the notion of cat and dog are similar and if we were to cluster our personal
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vocabulary, these two words would be nearby each other in some sense, currently, this is not

the case for our machine, we need to turn these tokens into vectors.

To do this, we define the initial layer of our LLM as an embedding matrix, E ∈ R
|V |×d.

Here, |V | is the size of our vocabulary (no. tokens) and d is a chosen embedding dimension.

Each row Ei ∈ R
d therefore corresponds to a learnable vector representation of the token i.

For a sequence of tokens, (v1, ..., vn), letting xi = Eti , our sequence is therefore represented:

X =

















Et1

Et2

...

Etn

















∈ R
n×d

B. Positional Encoding

Our matrix X represents the vectorized representation of an appropriately tokenized

string. It’s important to mention ahead of time that when we investigate the computation

by which transformers hinge their prediction on (the attention mechanism) the result only

dependent on the sets of token embeddings, i. e. the attention mechanism does not have

any notion of positional encoding what given the matrix X, so the sentence ‘Large language

models are very interpretable’ would be equally treated as ‘very interpretable Large language

models are’ for example, which doesn’t make sense for most permutations of a sentence.

To mitigate this problem, we’d like to bake the position of the token into its high di-

mensional representation, to do this we modify our input by adding a positional encoding,

pi:

zi = xi + pi

There are several methods to assign a value to pi, just as in the tokenization process. In

[3] the value of pi is determined as;

p
(2k)
i = sin

( i

100002k/d

)

, p
(2k+1)
i = cos

( i

100002k/d

)

Here, k is the dimension index. The above allows each dimension to encode position through

the addition of a small frequency that depends on the tokens positioning in the string. Now

that our data is machine-readable, and can encode position, we are ready to develop the

attention mechanism.
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C. Self-Attention

The attention mechanism (introduced in [3]) allows a model to assign relevance between

each part of an input sequence and all the other tokens in the sentence. For example, take

the sentence

‘Djordje only went to one lecture this semester, so he failed his exams’.

Without an attention mechanism, a neural network would fail to understand that ‘he’ and

‘his’ in this context, are referring to Djordje, whereas the entire mechanism (to be discussed

below) that makes attention so powerful is that it can assign a weight value to all the tokens

in the string that have relevance to the string ‘he’. If trained properly the weight for Djordje

would be very high and low for the other tokens, hence we have some concept of relevance

between the tokens.

Attention is computed using the following formula

Attention(Q,K, V ) = softmax
(QKT

√
dk

)

V (1)

Q, or query, is essentially the token that the attention mechanism is trying to find relevant

context for, for example, lets focus on the token ‘he’ in the string above. K, or key, is the

identification information of each token.

Q, K and V are simply three copies of the embedding matrix we saw earlier, X, multiplied

by a corresponding learned weight matrix, for example WQ ∈ R
dmodel×dk , Q = XWQ. Q is

then a learned transformation of the token embeddings encoding what the token is asking

for in the chosen context, similarly K is a learned transformation that should capture what

each token offers in the chosen context and V is the transformed content a token should

contribute if attended to.

Taking the product QKT produces a score matrix S, such that Sij encodes the similarity

between our WQ transformed token i and our WK transformed token j, the idea here is

that two vectors pointing in similar directions have some semantic relationship. Dividing

by
√
dk is just a normalization procedure to counter the sharp distributions caused by large

dot products (which is important for gradient descent to be effective.) Lastly, the softmax

function converts all of the data into a probability distribution - the attention weights sum

all together to 1 and token i has a distribution for how much to listen to each token j.

Multiplying this by our learned transformation V that tracks content of each token, would

selectively choose which learned content of each token is important in our context.
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Example:

‘LLMs are interpretable’

Firstly, we have our tokenized and embedded vectors, for simplicity

X =











LLMs

are

interpretable











=











1 1

0 1

1 0











The network is then updating the weight matrices through the standard gradient descent,

lets say these are our learned parameters:

WQ =





1 0

0 1



 , WK =





1 1

0 1



 , W V =





1 0

0 1





Therefore, our learned transformations of X are,

Q =











1 1

0 1

1 0











, K =











1 2

0 1

1 1











, V =











1 1

0 1

1 0











Computing softmax
(

QKT

√
dk

)

,

S =











3 1 2

1 0 1

2 1 1











Here we can revisit our sentence and say that (using our suboptimally learned weight ma-

trices) we’ve found that in our example sentence, the token for LLM relates to all the other

tokens in the string with a distribution 3 to itself, 1 to are and 2 to interpretable. V encodes

the learned content each token should hold, and so multiplying SV should give us a learned

contextualized content matrix relating the tokens to one another.

QKT who attends to whom. softmax - probabilities. V blend into attention.

D. Multi-head attention

The idea behind multi-head attention is to introduce the notion of heads. Here, each

head i is a set of independent Q,K, V matrices, i.e. i ∈ [0, h] we compute Qi = XW
Q
i . Each

head then has independent attention computations, the idea being that each head captures
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a different relationship, revisiting our example:

‘Djordje only went to one lecture this semester, so he failed his exams’.

One head might learn to capture entity tracking, attending “he” and “his” to “Djordje”, i.e.

the query on “he” will have high attention weight on “Djordje”. Whilst the other head might

learn to capture the reasoning in the sentence, i.e. the query on “so” has high attention

weight on “he” “failed” “his” “exams”.

III. TRANSFORMER ARCHITECTURE

We can now understand the transformer architecture from [3] - TL;DR it is just a brick

by brick collection of everything we’ve covered.

The transformer block is the message passed signal from Input Embedding → Multi-

Head Attention → Feed Forward, with an additional ‘residual connection.’ Conceptually,

the residual connection allows us to refine our representation of the input text in the model

as opposed to overwrite it completely. Mathematically, the residual connection lets our

model act

xl+1 = xl + f(xl)

as opposed to

xl+1 = f(xl)

A. Encoders and Decoders

1. Encoders: understanding context

The first half of the transformer model is the encoder block. Effectively, this takes an

entire sequence and lets us attend each word to each word (like in the example computation

of attention.) This builds hidden representations that summarize the input sequence. In

particular an encoder is used for predictive tasks where the aim is to fill in the gap of a

sentence.
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FIG. 3. Transformer architecture sourced from [3].

2. Decoders: generating new text

In contrast to the encoder, the decoder only attends to previous sequential data and

predicts the next most likely token. Architecturally, the only difference to the encoder is

the masked multi-head attention, allowing the decoder to only generate relations between

causal tokens.
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3. Encoder-Decoder

The combination of encoder/decoder blocks is primarily used when trying to complete

translation tasks; the encoder builds a hidden representation of a sequence and the decoder

generates output based on those states. This works very well because two sentences may have

completely different structures so when generating the next word in a translated sentence

(decoder task), context of the entire sentence being translated is needed (encoder task).

IV. LARGE LANGUAGE MODELS

A. Pre-training

So far, whenever we spoke about data X it has had a corresponding label y. Training a

model to learn the required function f : X → y is a supervised task, we know what function

the model should be learning. This is in contrast to unlabelled data, when we have the

model learn some function for us to help us understand the structure of the data better (an

unsupervised task.) Pre-training is the initial training phase of developing a large language

model; done to give context based on all the available data. To do this, several different

methods have been developed but the main idea is a ‘self-supervised’ task. Similarly to

supervised learning, this involves training a model on a set of data and predicting a label,

however, the label is made on-the-fly by the model itself, through a “pretext task”. Generally,

in the case of LLMs, the pretext task is to generate the next word given a sentence. Take

for example the corpus of text on the internet, we don’t have any labels for this data, but a

ML algorithm can be set up to predict next words from chunks of data within the corpus.

1. Pre-training details

Specifically, predicting the next word requires a specific loss function, categorical cross

entropy loss (CCL)

LCCL = −
C
∑

i=1

yilog(ŷi)

This loss function is used when we have a classification task with multiple possible answers

(as opposed to a binary situation.) Specifically, this penalizes incorrect classification more
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strongly than MSE. Additionally, weights are updated using ADAM optimization, this com-

bines a momentum and RMSprop computation to converge training quicker than stochastic

gradient descent. This is done by effectively updating the update rule by defining momentum

(mt) down a specific slope

mt = β1mt−1 + (1− β1)
∂L
∂wt

hence the update rule is now

wt+1 = wt − αmt

where wi are the weights, α is the classic learning rate and β is the momentum parameter, this

is half of what speeds up the convergence, specifically by smoothing the update trajectory.

RMSprop is an alternative update rule

wt+1 = wt +
αt√
vt + ϵ

∂L
∂wt

where

vt = β2vt−1 + (1− β2)
( ∂L
∂wt

)2

The idea here is that RMSprop acts as an adaptive learning rate - helping weights update

quicker when gradients are smaller.

B. Fine-tuning

Now, we have a model that understands grammar, syntax, and semantics, and also some

general knowledge about the world (or at least whatever is on the internet - correct or

incorrect.) Clearly, this can be quite dangerous; in the past we saw LLMs like ChatGPT.

A way to mitigate these issues is Reinforcement Learning. Without going into details of

reinforcement learning, as that’s an entire lecture itself entirely, the idea is to have a reward

for what’s deemed ‘good’ or ‘correct’ model behaviour. Models then produce output and a

human would review the output at give a score on model correctness, from which the model

would understand whether or not to reinforce the model weights that lead to that output

or to change them away from weights would produced those results.
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C. Scaling laws

The Moore’s law equivalent in the LLM world was first proposed in [4]. The idea is that

with more compute - LLMs will be able to minimize the loss function at a proportional rate,

specifically, [4] provide the scaling law:

L = L∞ + aN−αN + bD−αD + cC−αC

Here, αN,D,C are real valued numbers ≤ 0.1, N is the model parameters (measures in number

of available weights and biases to train), D is the model data (measured in number of

datapoints) and C is the compute budget (measured in FLOPs.)

FIG. 4. Scaling laws from [4]

V. BRIDGES TO INTERPRETABILITY

When people (computer scientists) speak about not really understanding how large lan-

guage models like ChatGPT work, they’re (for the most part) referring to the fact that we

currently don’t understand how the LLM has built its world view through the representa-

tions its built to predict tokens and understand input text and how specific concepts are

related to each other internally. Some questions to end (and foreshadow):

• The vectors for each token are learned and transformed between layers, do these rep-

resentations live in an interesting; semantically meaningful space?

• Do specific neurons encode specific semantically meaningful concepts?
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VI. GRAPH NEURAL NETWORKS
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